
Unit 3 

SQL 

topics 
Codd’s Rules. 

Data Definition, SQL Data Types and Schemas, Constraints, Basic Queries in SQL, Insert, Delete, and Update 

Statements in SQL, Set Operations, Aggregate functions, Views (Virtual Tables) in SQL, Joins – Inner, Outer and 

Self, Additional Features of SQL, DCL-commit, Rollback, Save-point, Grant privileges. 

Codd Rules: 

Dr Edgar F. Codd, after his extensive research on the Relational Model of database systems, came up 

with twelve rules of his own, which according to him, a database must obey in order to be regarded as a 

true relational database. 

These rules can be applied on any database system that manages stored data using only its relational 

capabilities. This is a foundation rule, which acts as a base for all the other rules. 

 

Rule 1: Information Rule 

The data stored in a database, may it be user data or metadata, must be a value of some table cell. Everything in 

a database must be stored in a table format. 

Rule 2: Guaranteed Access Rule 

Every single data element (value) is guaranteed to be accessible logically with a combination of table-name, 

primary-key (row value), and attribute-name (column value). No other means, such as pointers, can be used to 

access data. 

Rule 3: Systematic Treatment of NULL Values 

The NULL values in a database must be given a systematic and uniform treatment. This is a very important rule 

because a NULL can be interpreted as one the following − data is missing, data is not known, or data is not 

applicable. 

Rule 4: Active Online Catalog 

The structure description of the entire database must be stored in an online catalog, known as data dictionary, 

which can be accessed by authorized users. Users can use the same query language to access the catalog which 

they use to access the database itself. 

Rule 5: Comprehensive Data Sub-Language Rule 

A database can only be accessed using a language having linear syntax that supports data definition, data 

manipulation, and transaction management operations. This language can be used directly or by means of some 

application. If the database allows access to data without any help of this language, then it is considered as a 

violation. 

Rule 6: View Updating Rule 

All the views of a database, which can theoretically be updated, must also be updatable by the system. 



Rule 7: High-Level Insert, Update, and Delete Rule 

A database must support high-level insertion, updation, and deletion. This must not be limited to a single row, 

that is, it must also support union, intersection and minus operations to yield sets of data records. 

Rule 8: Physical Data Independence 

The data stored in a database must be independent of the applications that access the database. Any change in the 

physical structure of a database must not have any impact on how the data is being accessed by external 

applications. 

Rule 9: Logical Data Independence 

The logical data in a database must be independent of its user’s view (application). Any change in logical data 

must not affect the applications using it. For example, if two tables are merged or one is split into two different 

tables, there should be no impact or change on the user application. This is one of the most difficult rules to 

apply. 

Rule 10: Integrity Independence 

A database must be independent of the application that uses it. All its integrity constraints can be independently 

modified without the need of any change in the application. This rule makes a database independent of the front-

end application and its interface. 

Rule 11: Distribution Independence 

The end-user must not be able to see that the data is distributed over various locations. Users should always get 

the impression that the data is located at one site only. This rule has been regarded as the foundation of distributed 

database systems. 

Rule 12: Non-Subversion Rule 

If a system has an interface that provides access to low-level records, then the interface must not be able to 

subvert the system and bypass security and integrity constraints. 

 

Attribute Data types and Domains in SQL 

1. Numeric 

2. Character 

3. Bit-string 

4. Boolean 

5. Date 

6. Time 

7. Timestamp 

8. Interval 

 Numeric: integer number of various sizes and floating numbers of various precision 

 INTEGER or INT: Integer (a finite subset of the integers that is machine-dependent) without any 

decimal part. 

 SMALLINT: Small integer (a machine-dependent subset of the integer domain type) without any 

decimal part. 

 REAL, DOUBLE precision: Floating point and double-precision floating point numbers, with 

machine-dependent precision. 



 FLOAT(n): Floating point number, with user-specified precision of at least n digits. 

 NUMERIC(i,j) or DECIMAL(I,j) or DEC(I,j): Fixed point number, with user-specified precision of i 

as total no. of digits, with j digits to the right of decimal point. 

 Character: consists of sequence of character either of fixed length or varying length, default length of 

character string is 1 

 CHAR(n) or CHARACTER(n): Fixed length character string, with user-specified length n. 

 VARCHAR(n) or CHAR VARYING(n) or CHARACTER VARYING(N): Variable length 

character strings, with user-specified maximum length n. 

 For fixed length strings (CHARACTER), a shorter string is padded with blank spaces which are 

ignored at time of comparison (lexicographic order) 

 A concatenation operator || can also be used to concatenate two strings. 

 CHARACTER LARGE OBJECT (CLOB) for large text values (documents) 

 Bit-string: consists of sequence of bits, either fixed length or varying length, default length of bit 

string is 1 

 Boolean: it has three values TRUE, FALSE or UNKNOWN (for null) 

 Date: it has ten positions, in the form YYYY-MM-DD, components are YEAR, MONTH, DAY 

 Time: it has at least eight positions, in the form HH:MM: SS, components are HOUR, MINUTE, 

SECOND 

 Only valid date & time is allowed, comparison operators can be used. 

 INTERVAL: Interval data type specifies an interval – a relative value that can be used to increment 

or decrement an absolute value of a date, time or timestamp. 

 Intervals are qualified to be either YEAR/MONTH or DAY/TIME intervals. 

 It can be positive or negative when added to or subtracted from an absolute value, the result is an 

absolute value. 

 TIME WITH TIME ZONE: this data type includes an additional six positions for specifying the 

displacement from the standard universal time zone, which is in the range +13:00 to 12:59 in the 

units of HOURS: MINUTES 

 If WITH TIME ZONE is not included, the default is the local time zone for the SQL session. 

 TIME(i): Made up of hour: minute: second plus i additional digits specifying fractions of a second 

format is hh:mm: ss ii...i 

 TIMESTAMP: A timestamp includes both the DATE and TIME fields, plus a minimum of six 

positions for decimal fractions of seconds and an optional WITH TIME ZONE qualifier. 

SQL Commands 

o SQL commands are instructions. It is used to communicate with the database. It is also used to perform 

specific tasks, functions, and queries of data. 

o SQL can perform various tasks like create a table, add data to tables, drop the table, modify the table, set 

permission for users. 

Types of SQL Commands 

There are five types of SQL commands: DDL, DML, DCL, TCL, and DQL. 



 

 
 

 Data Definition Language (DDL) 

o DDL changes the structure of the table like creating a table, deleting a table, altering a table, etc. 

o All the command of DDL are auto-committed that means it permanently save all the changes in the 

database. 

Here are some commands that come under DDL: 

o CREATE 

o ALTER 

o DROP 

o TRUNCATE 

 Data Manipulation Language 

o DML commands are used to modify the database. It is responsible for all form of changes in the database. 

o The command of DML is not auto-committed that means it can't permanently save all the changes in the 

database. They can be rollback. 

Here are some commands that come under DML: 

o INSERT 

o UPDATE 

o DELETE 



Data Control Language 
DCL commands are used to grant and take back authority from any database user. 

Here are some commands that come under DCL: 

o GRANT 

o REVOKE 

Transaction Control Language 
TCL commands can only use with DML commands like INSERT, DELETE and UPDATE only. 

These operations are automatically committed in the database that's why they cannot be used while creating tables 

or dropping them. 

Here are some commands that come under TCL: 

o COMMIT 

o ROLLBACK 

o SAVEPOINT 

Data Query Language 
DQL is used to fetch the data from the database. 

It uses only one command: 

SELECT 

 

Specifying Basic constraints in SQL 
  

Constraint 

Constraints are the rules enforced on the data columns of a table. These are used to limit the type of data that can 

go into a table. This ensures the accuracy and reliability of the data in the database. 

Constraints could be either on a column level or a table level. The column level constraints are applied only to 

one column, whereas the table level constraints are applied to the whole table. 

Following are some of the most commonly used constraints available in SQL 

 NOT NULL - Ensures that a column cannot have a NULL value -it is attribute constraint 

 UNIQUE - Ensures that all values in a column are different – it is attribute constraint 

 PRIMARY KEY - A combination of a NOT NULL and UNIQUE. Uniquely identifies each row in a 

table- it is key constraint  

 FOREIGN KEY - Uniquely identifies a row/record in another table- it is Referential integrity 

constraint 

 CHECK - Ensures that all values in a column satisfies a specific condition- it is attribute check 

constraint 

 DEFAULT - Sets a default value for a column when no value is specified -it is attribute default 

constraint 

 INDEX - Used to create and retrieve data from the database very quickly 

https://www.w3schools.com/sql/sql_notnull.asp
https://www.w3schools.com/sql/sql_unique.asp
https://www.w3schools.com/sql/sql_primarykey.asp
https://www.w3schools.com/sql/sql_foreignkey.asp
https://www.w3schools.com/sql/sql_check.asp
https://www.w3schools.com/sql/sql_default.asp
https://www.w3schools.com/sql/sql_create_index.asp


 NOT NULL Constraint 

By default, a column can hold NULL values. 

The NOT NULL constraint enforces a column to NOT accept NULL values. 

This enforces a field to always contain a value, which means that you cannot insert a new record, or update a 

record without adding a value to this field. 

A NULL is not the same as no data, rather, it represents unknown data. 
 
 
 

Example 

 

CREATE TABLE Persons ( ID int NOT NULL, LastName varchar (255) NOT NULL, 

FirstName varchar (255) NOT NULL,Age int); 

UNIQUE  

The UNIQUE constraint ensures that all values in a column are different. 

Both the UNIQUE and PRIMARY KEY constraints provide a guarantee for uniqueness for a column or set of 

columns. 

A PRIMARY KEY constraint automatically has a UNIQUE constraint. 

However, you can have many UNIQUE constraints per table, but only one PRIMARY KEY constraint per table. 
Example 

CREATE TABLE Persons ( ID int NOT NULL UNIQUE, Last Name varchar(25) NOT NULL, FirstName 

varchar (25),Age int);  

PRIMARY KEY - key constraint  

The PRIMARY KEY constraint uniquely identifies each record in a table. 

Primary keys must contain UNIQUE values, and cannot contain NULL values. 

A table can have only ONE primary key; and in the table, this primary key can consist of single or multiple 

columns (fields). 

Example 
CREATE TABLE Persons (ID int PRIMARY KEY, LastName varchar(255) NOT NULL); 

FOREIGN KEY – referential integrity constraint  

A FOREIGN KEY is a key used to link two tables together. 

A FOREIGN KEY is a field (or collection of fields) in one table that refers to the PRIMARY KEY in another 

table. 

The table containing the foreign key is called the child table, and the table containing the candidate key is called 

the referenced or parent table. 

Example 

CREATE TABLE Orders (OrderID int NOT NULL PRIMARY KEY, OrderNumber int NOT NULL, 

PersonID int FOREIGN KEY REFERENCES Persons (PersonID)); 

 A referential integrity can be violated when tuples are inserted, deleted or foreign key value is 

updated. 

 We can specify CASCADE, SET NULL or SET DEFAULT on referential integrity constraints 



(foreign keys). 

 An option must be qualified with either ON DELETE or ON UPDATE. 

 Possible options for referential triggered actions: 

 ON DELETE SET DEFAULT 

 ON DELETE SET NULL 

 ON DELETE CASCADE 

 ON UPDATE CASCADE 

 ON UPDATE SET DEFAULT ON UPDATE SET NULL 

CHECK Constraint 

The CHECK constraint is used to limit the value range that can be placed in a column. 

If you define a CHECK constraint on a single column it allows only certain values for this column. 

If you define a CHECK constraint on a table it can limit the values in certain columns based on values in other 

columns in the row. 

Example 
CREATE TABLE Persons (ID int NOT NULL, LastName varchar(255) NOT NULL,FirstName 

varchar(255),Age int CHECK (Age>=18)); 

 

 DEFAULT Constraint -attribute default constraint 
The DEFAULT constraint is used to provide a default value for a column. 

The default value will be added to all new records IF no other value is specified. 

 

Example 

CREATE TABLE Persons ( ID int NOT NULL, LastName varchar(255) NOT NULL,  FirstName varchar(255), 

Age int,City varchar(255) DEFAULT 'Sandnes'); 

CREATE INDEX Statement 
The CREATE INDEX statement is used to create indexes in tables. 

Indexes are used to retrieve data from the database more quickly than otherwise. The users cannot see the 

indexes, they are just used to speed up searches/queries. 

syntax 

CREATE INDEX index_name ON table_name (column1, column2, ...); 

Example 

CREATE INDEX idx_lastname ON Persons (LastName); 

Naming the constraints 

 A constraint name is used to identify a particular constraint in case the constraint must be dropped or 

modified later. 

 Giving names to constraints is optional. 

 Name of the constraint should be unique within a schema. 

 
create table employee 

(eno varchar2(10) constraint pk_employee Primary key 

ename varchar2(30), 

address varchar2(100) not null, 

state varchar2(10), dt_of_joining date, 



constraint chk_eno check(eno like 'e%'), 

constraint chk_ename check (ename=upper(ename)), 

constraint chk_state check(state in('karnataka','kerala')) 

 

Set Operation 
The SQL Set operation is used to combine the two or more SQL SELECT statements. 

Types of Set Operation 

1. Union 

2. UnionAll 

3. Intersect 

4. Minus 

 Union 

o The SQL Union operation is used to combine the result of two or more SQL SELECT queries. 

o In the union operation, all the number of datatype and columns must be same in both the tables on which 

UNION operation is being applied. 

o The union operation eliminates the duplicate rows from its resultset. 

Syntax 

SELECT column_name FROM table1  UNION  SELECT column_name FROM table2;   

The First table 

ID NAME 

1 Jack 

2 Harry 

3 Jackson 

The Second table 

ID NAME 

3 Jackson 

4 Stephan 

5 David 

 

SELECT * FROM First   UNION  SELECT * FROM Second;   

The resultset table will look like: 

ID NAME 



1 Jack 

2 Harry 

3 Jackson 

4 Stephan 

5 David 

 Union All 

Union All operation is equal to the Union operation. It returns the set without removing duplication and sorting 

the data. 

Syntax: 

SELECT column_name FROM table1  UNION ALL  SELECT column_name FROM table2;   

EXAMPLE 

SELECT * FROM First   UNION ALL  SELECT * FROM Second;   

The resultset table will look like: 

ID NAME 

1 Jack 

2 Harry 

3 Jackson 

3 Jackson 

4 Stephan 

5 David 

 Intersect 

o It is used to combine two SELECT statements. The Intersect operation returns the common rows from 

both the SELECT statements. 

o In the Intersect operation, the number of datatype and columns must be the same. 

o It has no duplicates and it arranges the data in ascending order by default. 

Syntax 

SELECT column_name FROM table1  INTERSECT  SELECT column_name FROM table2;   

Example: 

SELECT * FROM First   INTERSECT  SELECT * FROM Second;   

The resultset table will look like: 

ID NAME 



3 Jackson 

 Minus 

o It combines the result of two SELECT statements. Minus operator is used to display the rows which are 

present in the first query but absent in the second query. 

o It has no duplicates and data arranged in ascending order by default. 

Syntax: 

SELECT column_name FROM table1  MINUS  SELECT column_name FROM table2;   

Example 

SELECT * FROM First   MINUS  SELECT * FROM Second;   

The resultset table will look like: 

ID NAME 

1 Jack 

2 Harry 

 

 Aggregate Functions 

o SQL aggregation function is used to perform the calculations on multiple rows of a single column of a 

table. It returns a single value. 

o It is also used to summarize the data. 

Types of SQL Aggregation Function 

 

 AVG – calculates the average of a set of values. 

 COUNT – counts rows in a specified table or view. 

 MIN – gets the minimum value in a set of values. 

 MAX – gets the maximum value in a set of values. 

 SUM – calculates the sum of values. 

COUNT FUNCTION 

http://www.sqltutorial.org/sql-avg.aspx
http://www.sqltutorial.org/sql-count.aspx
http://www.sqltutorial.org/sql-min-max.aspx
https://zentut.com/sql-tutorial/sql-max/
http://www.sqltutorial.org/sql-sum.aspx


o COUNT function is used to Count the number of rows in a database table. It can work on both numeric 

and non-numeric data types. 

o COUNT function uses the COUNT(*) that returns the count of all the rows in a specified table. COUNT(*) 

considers duplicate and Null. 

Syntax 

COUNT(*)  or  COUNT( [ALL|DISTINCT] expression )   

Example see class note 

SUM Function 

Sum function is used to calculate the sum of all selected columns. It works on numeric fields only. 

Syntax 

SUM()  or  SUM( [ALL|DISTINCT] expression )   

Example see class note 

AVG function 

The AVG function is used to calculate the average value of the numeric type. AVG function returns the average 

of all non-Null values. 

Syntax 

AVG()  or  AVG( [ALL|DISTINCT] expression )   

Example: see class notes 

MAX Function 

MAX function is used to find the maximum value of a certain column. This function determines the largest value 

of all selected values of a column. 

SyntaX 

MAX()  or  MAX( [ALL|DISTINCT] expression )   

Example see class notes 

MIN Function 

MIN function is used to find the minimum value of a certain column. This function determines the smallest value 

of all selected values of a column. 



Syntax 

MIN()  or  MIN( [ALL|DISTINCT] expression )   

Example see class notes 

Views or virtual table 
Views in SQL are kind of virtual tables. A view also has rows and columns as they are in a real table in the 

database. We can create a view by selecting fields from one or more tables present in the database. A View can 

either have all the rows of a table or specific rows based on certain condition. 

In SQL, a view is a virtual table based on the result-set of an SQL statement. 

A view contains rows and columns, just like a real table. The fields in a view are fields from one or more real 

tables in the database. 

You can add SQL functions, WHERE, and JOIN statements to a view and present the data as if the data were 

coming from one single table. 

 

CREATE VIEW Syntax 
A view can be created using the CREATE VIEW statement. We can create a view from a single table or multiple 

tables 

syntax 

CREATE VIEW view_name AS SELECT column1, column2, ...FROM table_name WHERE condition; 

Creating View from a single table 

In this example, we create a View named DetailsView from the table Student_DetailS 

CREATE VIEW DetailsView AS  SELECT NAME, ADDRESS  FROM Student_Details  WHERE STU_ID < 4;   

Just like table query, we can query the view to view the data. 

SELECT * FROM DetailsView;  

Creating View from multiple tables 

View from multiple tables can be created by simply include multiple tables in the SELECT statement. 

In the given example, a view is created named MarksView from two tables Student_Detail and Student_Marks 

CREATE VIEW MarksView AS   

SELECT Student_Detail.NAME, Student_Detail.ADDRESS, Student_Marks.MARKS  FROM Student_Detail, 

Student_Mark  WHERE Student_Detail.NAME = Student_Marks.NAME;   

To display data of View MarksView: 

SELECT * FROM MarksView;   

 

Deleting View (or) drop a view  
 

A view can be deleted using the Drop View statement. 
Syntax 



DROP VIEW view_name;   

 

Example: 

If we want to delete the View MarksView, we can do this as: 

DROP VIEW MarksView;   

 
Updating a View 

A view can be updated with the CREATE OR REPLACE VIEW command. 

CREATE OR REPLACE VIEW Syntax 

CREATE OR REPLACE VIEW view_name ASSELECT column1, column2, ...FROM table_name 

WHERE condition; 

The following SQL adds the "City" column to the "Brazil Customers" view: 

Example 

CREATE OR REPLACE VIEW [Brazil Customers] AS SELECT CustomerName, ContactName, City 

FROM Customers WHERE Country = "Brazil"; 

There are certain conditions needed to be satisfied to update a view. If any one of these conditions is not met, then 

we will not be allowed to update the view. 

1. The SELECT statement which is used to create the view should not include GROUP BY clause or ORDER 

BY clause. 

2. The SELECT statement should not have the DISTINCT keyword. 

3. The View should have all NOT NULL values. 

4. The view should not be created using nested queries or complex queries. 

5. The view should be created from a single table. If the view is created using multiple tables then we will not 

be allowed to update the view. 

 

Inserting a row in a view: 
 
We can insert a row in a View in a same way as we do in a table. We can use the INSERT INTO statement of 

SQL to insert a row in a View.Syntax: 

INSERT INTO view_name(column1, column2 , column3,..) VALUES(value1, value2, value3..); 

view_name: Name of the View 

Example see class notes 

 

Deleting a row from a View: 

 
Deleting rows from a view is also as simple as deleting rows from a table. We can use the DELETE statement of 



SQL to delete rows from a view. Also deleting a row from a view first delete the row from the actual table and 

the change is then reflected in the view.Syntax: 

DELETE FROM view_nameWHERE condition; 

view_name:Name of view from where we want to delete rows 

condition: Condition to select rows  

 example see class notes 

WITH CHECK OPTION 

The WITH CHECK OPTION clause in SQL is a very useful clause for views. It is applicable to a updatable view. 

If the view is not updatable, then there is no meaning of including this clause in the CREATE VIEW statement. 

 The WITH CHECK OPTION clause is used to prevent the insertion of rows in the view where the condition 

in the WHERE clause in CREATE VIEW statement is not satisfied. 

 If we have used the WITH CHECK OPTION clause in the CREATE VIEW statement, and if the UPDATE 

or INSERT clause does not satisfy the conditions then they will return an error. 

Example: 

In the below example we are creating a View SampleView from StudentDetails Table with WITH CHECK 

OPTION clause. 

CREATE VIEW SampleView ASSELECT S_ID, NAME FROM  StudentDetails WHERE NAME IS NOT 

NULLWITH CHECK OPTION; 

In this View if we now try to insert a new row with null value in the NAME column then it will give an error 

because the view is created with the condition for NAME column as NOT NULL. 

For example, though the View is updatable but then also the below query for this View is not valid: 

INSERT INTO SampleView(S_ID)VALUES(6); 

NOTE: The default value of NAME column is null. 

 

SQL JOIN 

 
The SQL Joins clause is used to combine records from two or more tables in a database. A JOIN is a means 

for combining fields from two tables by using values common to each. 

 

Different Types of SQL JOINs 

Here are the different types of the JOINs in SQL: 

 (INNER) JOIN: Returns records that have matching values in both tables 

 LEFT (OUTER) JOIN: Returns all records from the left table, and the matched records from the right 

table 

 RIGHT (OUTER) JOIN: Returns all records from the right table, and the matched records from the left 

table 

 FULL (OUTER) JOIN: Returns all records when there is a match in either left or right table 

 CROSS JOIN OR CARTESIAN JOIN : it is cartesian product of the two table  



       

 

 

 

 

 

INNER JOIN 

The most important and frequently used of the joins is the INNER JOIN. They are also referred to as 

an EQUIJOIN. 

The INNER JOIN creates a new result table by combining column values of two tables (table1 and table2) based 

upon the join-predicate. The query compares each row of table1 with each row of table2 to find all pairs of rows 

which satisfy the join-predicate. When the join-predicate is satisfied, column values for each matched pair of 

rows of A and B are combined into a result row. 

Syntax 

SELECT table1.column1, table2.column2... 

FROM table1 INNER JOIN table2 ON table1.common_field = table2.common_field; 

Example see in class notes  

LEFT OUTER JOIN 

The SQL LEFT JOIN returns all rows from the left table, even if there are no matches in the right table. This 

means that if the ON clause matches 0 (zero) records in the right table; the join will still return a row in the result, 

but with NULL in each column from the right table. 

This means that a left join returns all the values from the left table, plus matched values from the right table or 

NULL in case of no matching join predicate. 

Syntax 

SELECT table1.column1, table2.column2... 

FROM table1 LEFT JOIN table2 ON table1.common_field = table2.common_field; 

Example see in class notes   

RIGHT OUTER   JOIN  

The SQL RIGHT JOIN returns all rows from the right table, even if there are no matches in the left table. This 

means that if the ON clause matches 0 (zero) records in the left table; the join will still return a row in the result, 

but with NULL in each column from the left table. 

This means that a right join returns all the values from the right table, plus matched values from the left table or 

NULL in case of no matching join predicate. 



Syntax 

SELECT table1.column1, table2.column2...FROM table1RIGHT JOIN table2 

ON table1.common_field = table2.common_field; 

Example see in class note 

 

FULL JOIN  

The SQL FULL JOIN combines the results of both left and right outer joins. 

The joined table will contain all records from both the tables and fill in NULLs for missing matches on either side. 

Syntax 

SELECT table1.column1, table2.column2... 

FROM table1FULL JOIN table2 

ON table1.common_field = table2.common_field; 

Example see in class note 

 

SELF JOIN  

The SQL SELF JOIN is used to join a table to itself as if the table were two tables; temporarily renaming at least 

one table in the SQL statement. 

Syntax 

 

SELECT a.column_name, b.column_name... FROM table1 a, table1 b 

WHERE a.common_field = b.common_field; 

Example see in class note 

 

CARTESIAN JOIN   or CROSS JOIN 

The CARTESIAN JOIN or CROSS JOIN returns the Cartesian product of the sets of records from two or more 

joined tables. Thus, it equates to an inner join where the join-condition always evaluates to either True or where 

the join-condition is absent from the statement. 

Syntanx 

SELECT table1.column1, table2.column2...FROM  table1, table2 [, table3 ]; 

 

Transaction Control Language 
TCL commands can only use with DML commands like INSERT, DELETE and UPDATE only. 

These operations are automatically committed in the database that's why they cannot be used while creating tables 

or dropping them. 

The following commands are used to control transactions. 

COMMIT − to save the changes. 

ROLLBACK − to roll back the changes. 

SAVEPOINT − creates points within the groups of transactions in which to ROLLBACK. 

. 



The COMMIT Command 

The COMMIT command is the transactional command used to save changes invoked by a transaction to the 

database. 

The COMMIT command is the transactional command used to save changes invoked by a transaction to the 

database. The COMMIT command saves all the transactions to the database since the last COMMIT or 

ROLLBACK command. 

The syntax for the COMMIT command is as follows. 

COMMIT; 

EXAMPLE 

Following is an example which would delete those records from the table which have age = 25 and then COMMIT 

the changes in the database. 

SQL> DELETE FROM CUSTOMERS 

   WHERE AGE = 25; 

SQL> COMMIT; 

The ROLLBACK Command 

The ROLLBACK command is the transactional command used to undo transactions that have not already been 

saved to the database. This command can only be used to undo transactions since the last COMMIT or 

ROLLBACK command was issued. 

The syntax for a ROLLBACK command is as follows − 

ROLLBACK; 

Example 

Following is an example, which would delete those records from the table which have the age = 25 and then 

ROLLBACK the changes in the database. 

SQL> DELETE FROM CUSTOMERS 

   WHERE AGE = 25; 

SQL> ROLLBACK; 

The SAVEPOINT Command 

A SAVEPOINT is a point in a transaction when you can roll the transaction back to a certain point without rolling 

back the entire transaction. 

The syntax for a SAVEPOINT command is as shown below. 

SAVEPOINT SAVEPOINT_NAME; 

This command serves only in the creation of a SAVEPOINT among all the transactional statements. The 

ROLLBACK command is used to undo a group of transactions. 

The syntax for rolling back to a SAVEPOINT is as shown below. 

ROLLBACK TO SAVEPOINT_NAME; 



Following is an example where you plan to delete the three different records from the CUSTOMERS table. You 

want to create a SAVEPOINT before each delete, so that you can ROLLBACK to any SAVEPOINT at any time 

to return the appropriate data to its original state. 

Example 

The following code block contains the series of operations. 

SQL> SAVEPOINT SP1; 

Savepoint created. 

SQL> DELETE FROM CUSTOMERS WHERE ID=1; 

1 row deleted. 

SQL> SAVEPOINT SP2; 

Savepoint created. 

SQL> DELETE FROM CUSTOMERS WHERE ID=2; 

1 row deleted. 

SQL> SAVEPOINT SP3; 

Savepoint created. 

SQL> DELETE FROM CUSTOMERS WHERE ID=3; 

1 row deleted. 

Now that the three deletions have taken place, let us assume that you have changed your mind and decided to 

ROLLBACK to the SAVEPOINT that you identified as SP2. Because SP2 was created after the first deletion, 

the last two deletions are undone − 

SQL> ROLLBACK TO SP2; 

Rollback complete. 

Notice that only the first deletion took place since you rolled back to SP2. 

The RELEASE SAVEPOINT Command 

The RELEASE SAVEPOINT command is used to remove a SAVEPOINT that you have created. 

The syntax for a RELEASE SAVEPOINT command is as follows. 

RELEASE SAVEPOINT SAVEPOINT_NAME; 

Once a SAVEPOINT has been released, you can no longer use the ROLLBACK command to undo transactions 

performed since the last SAVEPOINT. 

 

SQL GRANT REVOKE Commands 

DCL commands are used to enforce database security in a multiple user database environment. 

Two types of DCL commands are GRANT and REVOKE. Only Database Administrator's or owner's 
of the database object can provide/remove privileges on a database object. 

SQL GRANT Command 

SQL GRANT is a command used to provide access or privileges on the database objects to the users. 

The Syntax for the GRANT command is: 

GRANT privilege_name 

ON object_name 



TO {user_name |PUBLIC |role_name} 

[WITH GRANT OPTION]; 

privilege name is the access right or privilege granted to the user. Some of the access rights are ALL, EXECUTE, 

and SELECT. 

object_name is the name of an database object like TABLE, VIEW, STORED PROC and SEQUENCE. 

user_name is the name of the user to whom an access right is being granted. 

user_name is the name of the user to whom an access right is being granted. 

PUBLIC is used to grant access rights to all users. 

ROLES are a set of privileges grouped together. 

WITH GRANT OPTION - allows a user to grant access rights to other users. 

 

For Example: GRANT SELECT ON employee TO user1; This command grants a SELECT permission on 

employee table to user1.You should use the WITH GRANT option carefully because for example if you GRANT 

SELECT privilege on employee table to user1 using the WITH GRANT option, then user1 can GRANT SELECT 

privilege on employee table to another user, such as user2 etc. Later, if you REVOKE the SELECT privilege on 

employee from user1, still user2 will have SELECT privilege on employee table. 

SQL REVOKE Command: 

The REVOKE command removes user access rights or privileges to the database objects. 

The Syntax for the REVOKE command is: 

REVOKE privilege_name 

ON object_name 

FROM {user_name |PUBLIC |role_name} 

For Example: REVOKE SELECT ON employee FROM user1;This command will REVOKE a SELECT 

privilege on employee table from user1.When you REVOKE SELECT privilege on a table from a user, the user 

will not be able to SELECT data from that table anymore. However, if the user has received SELECT privileges 

on that table from more than one users, he/she can SELECT from that table until everyone who granted the 

permission revokes it. You cannot REVOKE privileges if they were not initially granted by you. 

 INSERT INTO Statement 

The INSERT INTO statement is used to insert new records in a table. 

INSERT INTO Syntax 

SQL INSERT statement is a SQL query. It is used to insert a single or a multiple   record in a table. 

It is possible to write the INSERT INTO statement in two ways. 

The first way specifies both the column names and the values to be inserted: 

INSERT INTO table_name (column1, column2, column3, ...)VALUES (value1, value2, value3, ...); 



If you are adding values for all the columns of the table, you do not need to specify the column names in the SQL 

query. However, make sure the order of the values is in the same order as the columns in the table. The INSERT 

INTO syntax would be as follows: 

INSERT INTO table_nameVALUES (value1, value2, value3, ...); 

 

Inserting data through SELECT Statement 

SQL INSERT INTO SELECT Syntax 

INSERT INTO table_name  [(column1, column2, .... column)]  SELECT column1, column2, .... Column N   

FROM table_name [WHERE condition];   

 
 SELECT statment 

The most commonly used SQL command is SELECT statement. It is used to query the database and retrieve 

selected data that follow the conditions we want. 

In simple words, we can say that the select statement used to query or retrieve data from a table in the database. 

Let's see the syntax of select statement. 

SELECT expressions FROM tables WHERE conditions;   

Here expression is the column that we want to retrieve 

Tables indicate the tables; we want to retrieve records from. 

 

Optional clauses in SELECT statement 

There are some optional clauses in SELECT statement: 

[WHERE Clause] : It specifies which rows to retrieve. 

[GROUP BY Clause] : Groups rows that share a property so that the aggregate function can be applied to each 

group. 

[HAVING Clause] : It selects among the groups defined by the GROUP BY clause. 

[ORDER BY Clause] : It specifies an order in which to return the rows. 

 

 DELETE 

The SQL DELETE statement is used to delete rows from a table. Generally DELETE statement removes one or 

more records from a table. 

SQL DELETE Syntax 

Let's see the Syntax for the SQL DELETE statement: 

DELETE FROM table_name [WHERE condition];   

Here table_name is the table which has to be deleted. The WHERE clause in SQL DELETE statement is optional 

here. 



UPDATE 

The SQL commands (UPDATE and DELETE) are used to modify the data that is already in the database. The SQL 

DELETE command uses a WHERE clause. 

SQL UPDATE statement is used to change the data of the records held by tables. Which rows is to be update, it is 

decided by a condition. To specify condition, we use WHERE clause. 

The UPDATE statement can be written in following form: 

UPDATE table_name SET [column_name1= value1,... column_nameN = valueN] [WHERE condition]   

Let's see the Syntax: 

UPDATE table_name  SET column_name = expression  WHERE conditions   

Let's take an example: here we are going to update an entry in the source table. 

SQL statement: 

UPDATE students  SET User_Name = 'beinghuman' WHERE Student_Id = '3'   

 

 CREATE TABLE 

SQL CREATE TABLE statement is used to create table in a database. 

If you want to create a table, you should name the table and define its column and each column's data type. 

Let's see the simple syntax to create the table. 

create table "tablename"  ("column1" "data type",  "column2" "data type",  "column3" "data type",  ...  "columnN" "

data type");   

The data type of the columns may vary from one database to another. For example, NUMBER is supported in Oracle 

database for integer value whereas INT is supported in MySQL. 

Let us take an example to create a STUDENTS table with ID as primary key and NOT NULL are the constraint 

showing that these fields cannot be NULL while creating records in the table. 

SQL> CREATE TABLE STUDENTS (  ID INT  NOT NULL,  NAME VARCHAR (20) NOT NULL,  );   

You can verify it, if you have created the table successfully by looking at the message displayed by the SQL Server, 

else you can use DESC command as follows: 

SQL> DESC STUDENTS; 

ALTER TABLE 

The ALTER TABLE statement is used to add, modify or delete columns in an existing table. It is also used to rename 

a table. 

You can also use SQL ALTER TABLE command to add and drop various constraints on an existing table. 

 

ALTER TABLE Add Column 

If you want to add columns in SQL table, the SQL alter table syntax is given below: 

ALTER TABLE table_name ADD column_name column-definition;   

If you want to add multiple columns in table, the SQL table will be 

ALTER TABLE table_name  ADD (column_1 column-definition,   column_2 column-

definition, …..column_n column-definition);   

 

 ALTER TABLE Modify Column 



If you want to modify an existing column in SQL table, syntax is given below: 

ALTER TABLE table_name MODIFY column_name column_type;   

If you want to modify multiple columns in table, the SQL table will be 

ALTER TABLE table_name   MODIFY (column_1 column_type,  column_2 column_type,   column_n column_typ

e);   

ALTER TABLE DROP Column 

The syntax of alter table drop column is given below: 

ALTER TABLE table_name DROP COLUMN column_name;   

 ALTER TABLE RENAME Column 
The syntax of alter table rename column is given below: 

ALTER TABLE table_name   

RENAME COLUMN old_name to new_name;   

 LIKE Operator or pattern Matching 

The LIKE operator is used in a WHERE clause to search for a specified pattern in a column. 

There are two wildcards often used in conjunction with the LIKE operator: 

 % - The percent sign represents zero, one, or multiple characters 

 _ - The underscore represents a single character 

 The percent sign and the underscore can also be used in combinations! 

LIKE Syntax 

SELECT column1, column2, ..FROM table_name  WHERE columnN LIKE pattern; 

Tip: You can also combine any number of conditions using AND or OR operators. 

Here are some examples showing different LIKE operators with '%' and '_' wildcards: 

LIKE Operator Description 

WHERE CustomerName LIKE 
'a%' 

Finds any values that start with "a" 

WHERE CustomerName LIKE 
'%a' 

Finds any values that end with "a" 

WHERE CustomerName LIKE 
'%or%' 

Finds any values that have "or" in any position 



WHERE CustomerName LIKE 
'_r%' 

Finds any values that have "r" in the second position 

WHERE CustomerName LIKE 
'a__%' 

Finds any values that start with "a" and are at least 3 
characters in length 

WHERE ContactName LIKE 
'a%o' 

Finds any values that start with "a" and ends with "o" 

he following SQL statement selects all customers with a CustomerName starting with "a": 

Example 

SELECT * FROM Customers 

WHERE CustomerName LIKE 'a%'; 

The following SQL statement selects all customers with a CustomerName ending with "a": 

Example 

SELECT * FROM Customers 

WHERE CustomerName LIKE '%a'; 

The following SQL statement selects all customers with a CustomerName that starts with "a" and are at least 3 

characters in length: 

Example 

SELECT * FROM Customers 

WHERE CustomerName LIKE 'a__%'; 

DROP TABLE Statement 

The DROP TABLE statement is used to drop an existing table in a database. 

Syntax 

DROP TABLE table_name; 

Note: Be careful before dropping a table. Deleting a table will result in loss of complete information stored in 

the table 



 DROP TABLE Example 

The following SQL statement drops the existing table "Shippers": 

Example 

DROP TABLE Shippers;

TRUNCATE TABLE 

The TRUNCATE TABLE statement is used to delete the data inside a table, but not the table itself. 

Syntax 

TRUNCATE TABLE table_name; 

BETWEEN Operator 

The BETWEEN operator selects values within a given range. The values can be numbers, text, or dates. 

The BETWEEN operator is inclusive: begin and end values are included.  

Syntax 

SELECT column_name(s)FROM table_name WHERE column_name BETWEEN value1 AND value2; 

 SQL IN Operator 

The IN operator allows you to specify multiple values in a WHERE clause. 

The IN operator is a shorthand for multiple OR conditions. 

IN Syntax  

SELECT column_name(s) FROM table_name WHERE column_name IN (value1, value2, ...); 

or: 

SELECT column_name(s) FROM table_name WHERE column_name IN (SELECT STATEMENT); 

he following SQL statement selects all customers that are located in "Germany", "France" or "UK": 

Example 

SELECT * FROM Customers 

WHERE Country IN ('Germany', 'France', 'UK'); 

 

 



Additional Features of SQL  

1 SQL has language constructs for specifying the granting and revoking of privileges to users. Privileges typically correspond 

to the right to use certain SQL commands to access certain relations. Each relation is assigned an owner, and either the 

owner or the DBA staff can grant to selected users the privilege to use an SQL statement—such as SELECT, INSERT, 

DELETE, or UPDATE—to access the relation. In addition, the DBA staff can grant the privileges to create schemas, tables, 

or views to certain users. These SQL commands—called GRANT and REVOKE— 

2 SQL has a methodology for embedding SQL statements in a general-purpose programming language, such as C, C++, 

COBOL, or PASCAL. SQL also has language bindings to various programming languages that specify the correspondence 

of SQL data types to the data types of each of the programming languages. Embedded SQL is based on the concept of a 

cursor that can range over the query result one tuple at a time. 

.3 SQL has transaction control commands. These are used to specify units of database processing for concurrency control 

and recovery purposes 

4 Each commercial DBMS will have, in addition to the SQL commands, a set of commands for specifying physical database 

design parameters, file structures for relations, and access paths such as indexes. We called these commands a storage 

definition language (SDL). 

 5 Earlier versions of SQL had commands for creating indexes, but these were removed from the language because they 

were not at the conceptual schema level.  

CREATE SCHEMA 

 Specifies a new database schema by giving it a name, 

E.g. 1. create schema company authorization KUMAR; 

-All users are not authorized to create schemas and its elements 

E.g. 2. Create schema College; 

 The privileges to create the schema, tables and other construct can explicitly be granted to the 

relevant users by DBA. 

Query 4: Make a list of all project numbers for projects that involve an employee whose last name 

is ‘Smith’ as a worker or as a manager of the department that controls the project. 

(SELECT DISTINCT PNUMBER 

FROM PROJECT, DEPARTMENT, EMPLOYEE 

WHERE DNUM=DNUMBER AND MGRSSN=SSN 

AND LNAME=‟Smith‟) 

UNION 

(SELECT DISTINCT PNUMBER 

FROM PROJECT, WORKS_ON, EMPLOYEE 

WHERE PNUMBER=PNO AND ESSN=SSN AND LNAME=‟ Smith‟) 

 
Substring Pattern Matching 

 The LIKE comparison operator is used to compare partial strings 

 Two reserved characters are used: „%„ (or „*„ in some implementations) replaces an arbitrary 

number of characters, and „_‟ replaces a single arbitrary character 

 
 



Query 12: Retrieve all employees whose address is in Houston, Texas. 

(Here, the value of the ADDRESS attribute must contain the substring ‘Houston,Texas’.) 

SELECT FNAME, LNAME 

FROM EMPLOYEE 

WHERE ADDRESS LIKE 

„%Houston,Texas% 

 
Query 12A: Retrieve all employees who were born during the 195Os. 

(Here, „5‟ must be the 8th character of the string according to our format for date, so the BDATE value 

is 5‟, with each underscore as a place holder for a single arbitrary character. 

SELECT FNAME, LNAME 

FROM EMPLOYEE 

WHERE BDATE LIKE „ _______195_‟; 

(or „%195_‟) 

 
Arithmetic Operators 

 The standard arithmetic operators „+‟, „-‟, „*‟, „/‟ (for addition, subtraction, multiplication, and 

division, respectively) can be applied to numeric values in an SQL query result. 

 Query 13: Show the resulting salaries if every employee working on the ‘ProductX’ project is 

given a 10% raise. 

SELECT FNAME, LNAME, 1.1*SALARY AS INCREASED_SALARY 



FROM EMPLOYEE, WORKS_ON, PROJECT 

WHERE SSN=ESSN AND PNO=PNUMBER AND PNAME=‟ProductX‟ 

 
Comparison Operators 

Query 14: Retrieve all the employees in department 5 whose salary is between Rs. 30,000 and Rs. 

40,000. 

 SELECT * 

FROM EMPLOYEE 

WHERE (SALARY BETWEEN 30000 AND 40000) AND DNO = 5; 

 SELECT * 

FROM EMPLOYEE 

WHERE (SALARY >= 30000) AND (SALARY <= 40000) AND DNO = 5; 

 
Ordering of Query results 

 The ORDER BY clause is used to sort the tuples in a query result based on the values of some 

attribute(s) 

 The default order is in ascending order of values. 

 The keyword DESC can be used if descending order is required; the keyword ASC can be used to 

explicitly specify ascending order, even though it is the default 

 
Query 15: Retrieve a list of employees and the projects each works in, ordered by the employee’s 

department, and within each department ordered alphabetically by employee last name, first 

name. 

 SELECT DNAME, LNAME, FNAME, PNAME 

FROM DEPARTMENT, EMPLOYEE, 

WORKS_ON, PROJECT 

WHERE DNUMBER=DNO 

AND SSN=ESSN 

AND PNO=PNUMBER 

ORDER BY DNAME, LNAME, FNAME 

 
 ORDER BY DNAME, LNAME, FNAME DESC 

 ORDER BY DNAME, LNAME DESC, FNAME DESC 

 ORDER BY DNAME DESC, LNAME, FNAME DESC 

 

 
More Complex Queries 

Nested Queries 

 Some queries require that existing values in database be fetched and then used in a comparison 

condition. 



 A complete SELECT query, called a nested query, can be specified within the WHERE-clause of 

another query, called the outer query 

 
Query 1: Retrieve the name and address of all employees who work for the ‘Research’ 

department. 

SELECT FNAME, LNAME, ADDRESS 

FROM EMPLOYEE 

WHERE DNO IN 

(SELECT DNUMBER 

FROM DEPARTMENT 

WHERE DNAME=‟Research‟) 

 
 The nested query selects the number of the „Research‟ department 

 The outer query select an EMPLOYEE tuple if its DNO value is in the result of nested query 

 The comparison operator IN compares a value v with a set (or multi-set) of values V, and evaluates 

to TRUE if v is one of the elements in V 

 In general, we can have several levels of nested queries 

 
The Exists Function 

 EXISTS is used to check whether the result of a correlated nested query is empty (contains no 

tuples) or not 

 EXISTS and NOT EXISTS are usually used in conjunction with a correlated nested query 

 EXISTS returns TRUE if there is at least one tuple in the result of the query, otherwise it returns 

false. 

 NOT EXISTS returns TRUE if there is no tuples in the result of the query, otherwise it returns false. 

 
Query 16B: Retrieve the name of each employee who has a dependent with the same first name as 

the employee. 

SELECT FNAME, LNAME FROM EMPLOYEE 

WHERE EXISTS 

(SELECT * 

FROM DEPENDENT 

WHERE SSN=ESSN AND 

FNAME=DEPENDENT_NAME) 

 
The UNIQUE Function 

 UNIQUE returns true if there are no duplicate tuples in the result of the query, otherwise it returns 

false. 

 This can be used to test whether the result of a nested query is a set or multiset. 



The Explicit Sets in SQL 

 It is also possible to use an explicit (enumerated) set of values in the WHERE-clause rather than a 

nested query 

 
Query 13: Retrieve the social security numbers of all employees who work on project number 1, 2, 

or 3. 

SELECT DISTINCT ESSN 

FROM WORKS ON 

WHERE PNO IN (1,2,3) 

 
NULLS in SQL 

 SQL allows queries that check if a value is NULL (missing or undefined or not applicable) 

 SQL uses IS or IS NOT to compare NULLs because it considers each NULL value distinct from 

other NULL values, so equality comparison is not appropriate. 

 
Query 14: Retrieve the names of all employees who do not have supervisors. 

SELECT FNAME, LNAME 

FROM EMPLOYEE 

WHERE SUPERSSN IS NULL 

 
 Note: If a join condition is specified, tuples with NULL values for the join attributes are not included 

in the result 

 
Renaming Attributes 

 Any attribute which appears in the result can be renamed by adding the qualifier AS followed by the 

desired new name. 

 AS construct can be used for both attribute names and relation names and can be used in both 

SELECT and FROM clauses. 

Query 8A: For each employee, retrieve the employee’s name, and the name of his or her 

immediate supervisor. 

SELECT E.NAME AS Supervisee_name, 

S.NAME AS Superviser_name, 

FROM EMPLOYEE AS E, 

EMPLOYEE AS S 

WHERE E.SUPERSSN=S.SSN 

 

 

Grouping 

 SQL has a GROUP BY-clause for specifying the grouping attributes, which must also appear in the 

SELECT-clause 

 In many cases, we want to apply the aggregate functions to subgroups of tuples in a relation 

 Each subgroup of tuples consists of the set of tuples that have the same value for the grouping 



attribute(s) 

 Then aggregate function is applied to each subgroup independently 

 
Query 20: For each department, retrieve the department number, the number of employees in the 

department, and their average salary. 

SELECT DNO, COUNT (*), AVG (SALARY) 

FROM EMPLOYEE 

GROUP BY DNO 



 The EMPLOYEE tuples are divided into groups--each group having the same value for the grouping 

attribute DNO 

 The COUNT and AVG functions are applied to each such group of tuples separately 

 The SELECT-clause includes only the grouping attribute and the functions to be applied on each 

group of tuples 

 A join condition can be used in conjunction with grouping 

 
The Having-clause 

 Sometimes we want to retrieve the values of these functions for only those groups that satisfy certain 

conditions 

 The HAVING-clause is used for specifying a selection condition on groups (rather than on 

individual tuples) 

 
Query 26: For each project on which more than two employees work, retrieve the project number, 

project name, and the number of employees who work on that project. 

SELECT PNUMBER, PNAME, COUNT (*) 

FROM PROJECT, WORKS_ON 

WHERE PNUMBER=PNO 

GROUP BY PNUMBER , PNAME 

HAVING COUNT (*) >2; 

 
Summary of SQL Queries 

 A query in SQL can consist of up to six clauses, but only the first two, SELECT and FROM, are 

mandatory. The clauses are specified in the following order: 

 SELECT <attribute list> 

FROM <table list> 

[WHERE <condition>] 

[GROUP BY <grouping attribute(s)>] 

[HAVING <group condition>] 

[ORDER BY <attribute list>] 

 The SELECT-clause lists the attributes or functions to be retrieved 

 The FROM-clause specifies all relations (or aliases) needed in the query but not those needed in 

nested queries 

 The WHERE-clause specifies the conditions for selection and join of tuples from the relations 

specified in the FROM-clause 

 GROUP BY specifies grouping attributes 

 HAVING specifies a condition for selection of groups 

 ORDER BY specifies an order for displaying the result of a query 

 A query is evaluated by first applying the WHERE-clause, then GROUP BY and HAVING, and 

finally the SELECT-clause 

 Difference between TRUNCATE, DELETE and DROP commands? 



 The DELETE command is used to remove some or all rows from a table. A WHERE clause can be 

used to only remove some rows. If no WHERE condition is specified, all rows will be removed. 

After performing a DELETE operation you need to COMMIT or ROLLBACK the transaction to 

make the change permanent or to undo it. Note that this operation will cause all DELETE triggers on 

the table to fire. 

 SQL> SELECT COUNT(*) FROM emp; 

COUNT(*) 

  

  

 14 

  
  

 SQL> DELETE FROM emp WHERE job = 'CLERK'; 

 4 rows deleted. 

  
  

 SQL> COMMIT; 

 Commit complete. 

  
  

 SQL> SELECT COUNT(*) FROM emp; 

COUNT(*) 

  

  

 10 

  
  

 TRUNCATE removes all rows from a table. The operation cannot be rolled back and no triggers will be 

fired. As such, TRUNCATE is faster and doesn't use as much undo space as a DELETE. 

  
  

 SQL> TRUNCATE TABLE emp; 

 Table truncated. 

  
  

 SQL> SELECT COUNT(*) FROM emp; 

  
  

 COUNT(*) 

  

https://www.orafaq.com/wiki/DELETE
https://www.orafaq.com/wiki/COMMIT
https://www.orafaq.com/wiki/ROLLBACK


 0 

 The DROP command removes a table from the database. All the tables' rows, indexes and 

privileges will also be removed. No DML triggers will be fired. The operation cannot be rolled 

back. 
 DROP and TRUNCATE are DDL commands, whereas DELETE is a DML command. Therefore DELETE 
 operations can be rolled back (undone), while DROP and TRUNCATE operations cannot be rolled back 

 

 

 

SQL> DROP TABLE emp; 

Table dropped. 

 

SQL> SELECT * FROM emp; 

SELECT * FROM emp 

* 

ERROR at line 1: 

ORA-00942: table or view does not exist 

https://www.orafaq.com/wiki/DROP
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